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Born Cassino (FR), Italy, 1989-09-05. Italian citizen. Currently
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Google Scholar · DBLP

ORCID 0000-0002-2219-215X
linkedin.com/in/rcapobianco

CURRENT POSITION

Team Lead, Project Lead and Staff Research Scientist — Sony AI — Game AI 2025 – present
Though formally external to Sapienza, the candidate contributes to the department’s research and teaching via
the High-Qualification Expert Professor appointment and Doctoral Board membership in Computer Engineering.

EDUCATION

Executive M.B.A. 2021 – 2022
Quantic School of Business and Technology — Remote (US)

Ph.D. in Engineering in Computer Science 2013 – 2017
Sapienza University of Rome — Rome, Italy

Advisor: Prof. Daniele Nardi.
Thesis: Interactive Generation and Learning of Semantic-Driven Robot Behaviors.
Developed a human-in-the-loop framework for semantic mapping, affordance modeling and adaptive
behavior generation in service robotics, validated through extensive real-world experiments. Funded by a
3-year Sapienza Excellence Ph.D. Fellowship.

Visiting Research Scholar 2015 – 2016
Robotics Institute, Carnegie Mellon University — Pittsburgh, PA, USA

Advisor: Prof. J. Andrew (Drew) Bagnell.
8-month visit (AAAI Robotics Fellowship awardee). Worked on data-efficient dynamics-model learning
for control; results published at ISER 2016 and UAI 2016.

Winter School on Artificial Intelligence and Robotics 2013 – 2013
Örebro University — Örebro, Sweden

M.Sc. in Artificial Intelligence and Robotics 2011 – 2013
Sapienza University of Rome — Rome, Italy

110/110 summa cum laude.
Top 2% Graduate Students (Sapienza Excellence Award 2014).

B.Sc. in Computer Engineering 2008 – 2011
University of Pisa — Pisa, Italy

109/110.

Liceo Classico Diploma 2003 – 2008
Liceo Classico "Vitruvio Pollione" — Formia (LT), Italy

100/100.
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ITALIAN NATIONAL SCIENTIFIC QUALIFICATION (ASN)

• 09/H1 (Sistemi di Elaborazione delle Informazioni) — Associate Professor (Seconda
Fascia)— SSD IINF-05/A (PNRR reform)— 15/06/2023ASN 2021/2023 (D.D. 553/2021,
rect. 589/2021), valid until 15/06/2034.

• 09/H1 (Sistemi di Elaborazione delle Informazioni) — Full Professor (Prima Fascia)—
SSD IINF-05/A (PNRR reform)— submitted, under evaluation.

• 01/B1 (Informatica)— Full Professor (Prima Fascia)—SSD INFO-01/A (PNRR reform)
— submitted, under evaluation.

APPOINTMENTS

Industry Research Roles

Hybrid IC + management roles since the Ph.D., with concrete impact bullets.

Team Lead, Project Lead and Staff Research Scientist
Sony AI — Game AI 2025 – present
Remote from Rome (Sony AI, Zürich)

Team lead on Sony AI Game AI’s post-Gran-Turismo-Sophy programme: own the roadmap and contribute
to hiring for a globally distributed reinforcement learning group whose work ships into Gran Turismo 7
and further Sony titles. Still contributes as a senior IC.
• Direct people-manager for researchers, engineers and interns across three continents; own

roadmap, contribute to hiring and run 1:1 mentoring.
• Tech lead of the multi-year successor programme to GT Sophy (15–20 contributors); its first
public output, "Coachable Agents for Interactive Gameplay" (arXiv:2607.00642), demonstrates
run-time steerable agents in Horizon Forbidden West, Gran Turismo and a humanoid control
environment.

Senior Research Scientist and Project Lead
Sony AI — Game AI 2022 – 2025
Remote from Rome (Sony AI, Zürich)

Senior researcher contributing to Sony AI Game AI’s flagship Gran Turismo Sophy programme; project
lead of the follow-on reinforcement learning effort.
• Core contributor to GT Sophy and to its productisation in Gran Turismo 7 — the first deep-RL

agent to outrace human world champions.
• Co-author of the Nature 2022 paper (739 citations as of May 2026); keynote speaker at the

Swiss Conference on Data Science 2022.
• Designed and shipped scalable RL infrastructure used internally by multiple Sony game

studios.

Research Scientist
Sony AI — Game AI 2019 – 2021
Remote from Rome (Sony AI, Zürich)

Core researcher in Sony AI Game AI on reinforcement learning and deep learning for racing and gaming.
• Drove early prototyping of GT Sophy (Gran Turismo) and the COVID-19 mitigation policy
work (JAIR 2021, AAAI Fall Symposium 2020).
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Senior Researcher and Head of AI & Machine Learning
RADiCAL Solutions, LLC 2018 – 2019
Remote from Rome (RADiCAL, New York)

Owned the AI roadmap for a startup productising AI-based motion capture and generative animation.
• Built and led the AI/ML team; delivered production models for single-camera 3D pose

estimation.

Research Scientist
Cogitai, Inc. 2016 – 2019
Remote from Rome (Cogitai, San Francisco)

Continual learning, reinforcement learning and deep learning for industrial applications; technical
interviewer for new hires.

Freelance AI / Robotics Consultant
Self-employed 2018 – present
Rome, Italy

Strategic consultancy bridging research and industry — past clients include Altran Italy, Konica Minolta
Business Solutions Italy, RADiCAL.

Post-doctoral Researcher
Sapienza University of Rome — DIAG 2017 – 2019
Rome, Italy

Robotics, reinforcement learning, robot learning, deep learning, semantic perception. Published 8 papers
in this period (AAMAS, IROS, ICRA, IAS, RAS journal) and co-supervised the first KRL students.

Academic Appointments — Sapienza University of Rome

Last regular faculty contract ended in 2021; subsequent deliveries were under contract or expert-professor
appointments alongside the industry research role.

High-Qualification Expert Professor 2024 – present
Sapienza University of Rome — Faculty of Information Engineering, Informatics and Statistics

Appointed by the Faculty Dean. Teaches, designs course material and supervises laboratory work for the
M.Sc. in Artificial Intelligence and Robotics; member of the Ph.D. board in Computer Engineering.
Contract Professor (Professore a Contratto) 2021 – 2023
Sapienza University of Rome

M.Sc. and Ph.D. teaching — see Teaching section.
Assistant Professor (RTDA) 2019 – 2021
Sapienza University of Rome — DIAG

Tenure-track research and teaching role. Started the KRL (Knowledge, Reasoning and Learning) research
line at Sapienza; onboarded the first Ph.D. cohort and master students.
Contract Professor (Professore a Contratto) 2018 – 2019
Sapienza University of Rome

RESEARCH STATEMENT

The candidate’s research is unified by a single overarching goal: building autonomous agents that
learn efficiently, reason transparently, and adapt continually. Modern reinforcement-learning
agents work, but they are opaque, sample-hungry and brittle — three properties that disqualify
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them from safety-critical and regulated deployments. The candidate’s programme tackles this
gap by grounding learned policies in semantic, symbolic and prototype-based structures that are at once
human-readable and statistically efficient. Three intertwined research lines support this single
thesis:
• Deployable reinforcement learning. Sample-efficient, production-grade decision-making in

real-world environments — from outracing champion drivers in Gran Turismo (Nature 2022)
to optimising COVID-19 mitigation policies (JAIR 2021, AAAI-FSS 2020) and autonomous
planetary landing (CVPR-W 2021, with NASA JPL).

• Explainable and neuro-symbolic AI.Methods that make deep models interpretable by design
— prototype-based interpretable networks (IEEE TAI 2024, WSDM 2025), transparent logic
layers (ECAI 2024), neural reward machines and DeepDFA (ECAI 2024), self-interpretable
prototype Soft Actor-Critic (ICML 2026), and clustered compositional explanations of neurons
(NeurIPS 2023).

• Continual and structured learning. Lifelong agents that retain knowledge, leverage temporal
logic and zero-shot generalise — ProtoCRL (RLC 2025), CIP-Net (AAAI 2026), grounding LTL
tasks in sub-symbolic RL (RLC 2026), and intermediate-layer LLM-brain alignment (ICML
2026, CCN 2025).

The thread is consistent: where mainstream RL hides its reasoning behind a tensor, the candidate’s
methods expose it through concepts, prototypes, automata and logic layers. This agenda is the
research line the candidate identifies as KRL (Knowledge, Reasoning and Learning), pursued
at Sapienza since 2019 together with the group of Ph.D., master’s and undergraduate students
working on it, and consolidated into a coherent, reproducible programme spanning over a decade
of peer-reviewed output.

RESEARCH IMPACT AT A GLANCE

Snapshot taken on 2026-08-18. Scopus and Google Scholar are kept in sync; AIrankings is recomputed quarterly.

Source Citations Recent (5 y) h-index i10-index

Google Scholar 1738 1527 18 28
Scopus 893 — 14 —
AIrankings Sapienza University of Rome — adjusted publications 6.48, AI Index 0.59.

Citation Trajectory

Yearly citations from Google Scholar (broader coverage, 1,737 cumulative) and Scopus (indexed, 893 cumulative).
2026 bars are year-to-date as of 2026-08-18 and rendered with a diagonal hatch — they are not directly comparable
to a full year.
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Output and Reach
Output. 55 peer-reviewed publications across 2013–2026 — 14 years, 3.93 papers/year: 11 journal articles, 35
conference papers, 7 workshop papers, 1 book chapter, 1 editorial. 20 appear at flagship AI / robotics venues (Nature,
NeurIPS, ICML, IJCAI, ECAI, AAAI, JAIR, ICRA, IROS, AAMAS, IEEE TAI); 17 hand-curated as Top Publications
above.
Reach. 95 unique co-authors, mean 4.49 authors / paper. The single most-cited paper alone — Outracing Champion
Gran Turismo Drivers with Deep Reinforcement Learning (Nature 2022) — accounts for 739+ citations.

TOP PUBLICATIONS

Hand-curated selection. Order is editorial, not chronological: venue tier first (Nature → NeurIPS / ICML → JAIR /
top conferences), then topical breadth. The complete chronological list appears at the end of the document.

1. Peter R. Wurman, Samuel Barrett, Kenta Kawamoto, James MacGlashan, Kaushik
Subramanian, Thomas J. Walsh, Roberto Capobianco, Alisa Devlic, Franziska Eckert, Florian
Fuchs, Leilani Gilpin, Piyush Khandelwal, Varun Kompella, HaoChih Lin, Patrick MacAlpine,
Declan Oller, Takuma Seno, Craig Sherstan, Michael D. Thomure, Houmehr Aghabozorgi,
Leon Barrett, Rory Douglas, Dion Whitehead, Peter Dürr, Peter Stone, Michael Spranger,
Hiroaki Kitano. Outracing Champion Gran Turismo Drivers with Deep Reinforcement Learning.
Nature 2022, 2022.
Impact: First deep-RL agent to outrace human world champions; widespread press coverage.

2. Biagio La Rosa, Leilani Gilpin, Roberto Capobianco. Towards a Fuller Understanding of Neurons
with Clustered Compositional Explanations. NeurIPS 2023, 2023.

3. AndreaMarzo, Alessio Ragno,Roberto Capobianco. This State Looks Like That: Self-Interpretable
Reinforcement Learning Agents using Prototype Soft Actor-Critic. ICML 2026, 2026.
Impact: First-author (M.Sc. supervisee, 2025) continued as research collaborator.

4. Michela Proietti, Roberto Capobianco, Mariya Toneva. Fine-grained Analysis of Brain-LLM
Alignment through Input Attribution. ICML 2026, 2026.

5. Roberto Capobianco, Varun Raj Kompella, James Ault, Guni Sharon, Stacy Jong, Spencer J.
Fox, Lauren Ancel Meyers, Peter R. Wurman, Peter Stone. Agent-Based Markov Modeling for
Improved COVID-19 Mitigation Policies. JAIR 2021, 2021.

6. JimMartin CatacoraOcaña,Roberto Capobianco, DanieleNardi. AnOverview of Environmental
Features that Impact Deep Reinforcement Learning in Sparse-Reward Domains. JAIR 2023, 2023.

7. Matteo Pannacci, Andrea Fanti, Elena Umili, Roberto Capobianco. Grounding LTL Tasks in
Sub-Symbolic RL Environments for Zero-Shot Generalization. RLC 2026, 2026.

8. Elena Umili, Francesco Argenziano, Roberto Capobianco. Neural Reward Machines. ECAI
2024, pp. 3055-3062, 2024.

9. Alessio Ragno, Marc Plantevit, Céline Robardet, Roberto Capobianco. Transparent Explainable
Logic Layers. ECAI 2024, pp. 914-921, 2024.

10. Federico Di Valerio, Michela Proietti, Alessio Ragno, Roberto Capobianco. CIP-Net: Continual
Interpretable Prototype-based Network. AAAI 2026, 2026.
Impact: First-author was an MSc supervisee continuing as a research collaborator.

11. Biagio La Rosa, Roberto Capobianco, Daniele Nardi. Explainable Inference on Sequential Data
via Memory-Tracking. IJCAI 2020, pp. 2006-2013, 2020.[12.6% acceptance].

RESEARCH PROJECTS

Beyond personal grants: projects on which the candidate served as researcher, project lead or team manager.

• Coachable Agents for Interactive Gameplay— Project Lead. Sony AI—GameAI, 2023-present.
Multi-year Game AI research programme with 15–20 contributors; budget and full scope
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under NDA. First public output: the "Coachable Agents for Interactive Gameplay" preprint
(arXiv:2607.00642, 2026) — game agents whose behavioural style is steerable at run time while
pursuing the task, demonstrated in Horizon ForbiddenWest, Gran Turismo and an open-source
humanoid control environment.

• GT Sophy — Outracing Champion Gran Turismo Drivers — Core researcher and team lead for
follow-on RL programs. Sony AI, 2020-2023. Co-author of the Nature 2022 paper; contributed to
the model that shipped in Gran Turismo 7 as in-game opponent AI.

• AI for Social Good — RL for COVID-19 Mitigation Policies — Project co-lead. Sony AI /
collaboration with University of Texas at Austin, 2020-2021. JAIR 2021 (21+ citations) and
AAAI Fall Symposium 2020.

• AI Motion Capture from a Single Camera — Head of AI & Machine Learning (team lead, 4
reports). RADiCAL Solutions, 2018-2019.

• Continual Learning for Industrial Applications — Research scientist; technical interviewer.
Cogitai, Inc., 2017-2019.

• RoCKIn / RoCKIn@Work robotics competitions— Core member of the SPQR team; 1st place CV
track at RoCKIn Camp 2014.. Sapienza University of Rome, 2014-2017.

FUNDING AND RESEARCH GRANTS

The candidate’s PI grants are concentrated in the years spent as a regular faculty member at Sapienza (2014–2021).
Since 2022, intensive industrial research activity (Sony AI Game AI programmes, including the multi-year Coachable
Agents programme above) has covered the candidate’s research budget directly through corporate channels rather
than competitive grants. The shorter PI track is therefore a consequence of the industrial role, not of a research
pause: the body of work above has been produced under continuous industrial funding.

As Principal Investigator

Year Project / Program Amount Role

2015 ILEAH — Imitation LEArning with Humanoid
Robots
Sapienza University of Rome — Young Researcher Grant, code
C26N159JLW

€1,000 PI

2020-
2021

Intrinsic Methods for Explainable AI
Google Cloud Research Credits Program

€4,200.25 PI

2021-
2022

BESPA — BEnchmarking RL with challenging
SParse-reward environments
Cineca ISCRA C

10,000 GPU/CPU
computing hours

PI

INTERNATIONAL COLLABORATIONS

• Prof. Peter Stone — Sony AI Chief Scientist · University of Texas at Austin, USA. Deep
reinforcement learning for racing (GT Sophy) and COVID-19 mitigation; multi-agent epidemiologic
inference; continual RL.Joint output (6): RLC 2025, ACC 2024, Nature 2022, JAIR 2021, AAMAS 2021,
AAAI-FSS 2020.

• Dr. Shreyansh Daftry — NASA Jet Propulsion Laboratory, USA. Autonomous planetary landing
via deep RL and transfer learning.Joint output (3): Springer book ch. 2023, CVPR-W 2021, ASCEND 2021.

• Prof. Leilani Gilpin — University of California, Santa Cruz, USA. Compositional explanations of
neurons; XAI for deep models.Joint output (2): NeurIPS 2023, Nature 2022.

• Catherine Weaver / Prof. Masayoshi Tomizuka —University of California, Berkeley, USA.

Roberto Capobianco — Curriculum Vitae Page 6



Dynamic movement primitives for autonomous racing control.Joint output (1): ACC 2024.
• Prof. J. Andrew (Drew) Bagnell — Robotics Institute, Carnegie Mellon University, USA.
Sample-efficient dynamics-model learning for control.Joint output (2): ISER 2016, UAI 2016.

• Prof. Marc Plantevit & Prof. Céline Robardet — INSA Lyon (LIRIS / EPITA Research Lab),
France. Transparent explainable logic layers for neural policies.Joint output (1): ECAI 2024.

• Dr. Mariya Toneva — Max Planck Institute for Software Systems, Germany. Cognitive
computational neuroscience; LLM brain alignment.Joint output (2): ICML 2026, CCN 2025.

• Prof. Ole-Christoffer Granmo—Centre for Artificial Intelligence Research (CAIR), University
of Agder, Norway. Interpretable reinforcement learning with Tsetlin Machines; ongoing collaboration
through mutual research visits, with a joint manuscript in preparation.

Italy

Prof. DanieleNardi SapienzaUniversity of Rome; Prof. GiuseppeDeGiacomo SapienzaUniversity
of Rome / University of Oxford; Prof. Luca Iocchi Sapienza University of Rome; Prof. Giorgio
Grisetti Sapienza University of Rome; Prof. Fabio Patrizi Sapienza University of Rome.

AWARDS, FELLOWSHIPS AND HONORS

• 2026—GoldReviewer— ICML 2026 (top reviewer recognition; complimentary registration).
International Conference on Machine Learning (ICML).

• 2016 — AAAI Robotics Fellowship. AAAI, Phoenix, AZ, USA.
• 2015 — Research Starting Grant. Sapienza University of Rome.
• 2014 — Excellence Award (Top 2% Graduate Students AY 2012/2013). Sapienza University

of Rome.
• 2014 — First Place — Computer Vision track, RoCKIn Camp 2014. RoCKIn@Work Challenge,

Rome.
• 2013-2016 — Three-Year Excellence Ph.D. Fellowship. Sapienza University of Rome.
• 2012-2013 — Excellence Program. Sapienza University of Rome.

WORKSHOPS, SERVICE AND EDITORIAL ROLES

Workshop Organization

• eXplainable AI for Deep Reinforcement Learning (XAI4DRL)— Co-organizer, AAAI 2024,
Vancouver, Canada (February 27, 2024), 2024.https://xai4drl.github.io/.

• Workshop on eXplainable AI approaches for debugging and diagnosis (XAI4Debugging)
— Co-organizer, NeurIPS 2021, 2021.https://xai4debugging.github.io/.

• Workshop on Evaluation and Benchmarking of Human-Centered AI Systems— Co-organizer,
Milton Keynes, UK, 2019.

• SciRoc Challenge 2019 — Episode 7 (Shopping Pick and Pack)— Lead Technical Committee
Member, Milton Keynes, UK, 2019.

• RoCKIn@Work Challenge — RoCKIn EU project — Organizing Committee, Toulouse, France,
2014.

Senior Area Chair / Area Chair / Associate Editor

• IJCAI 2021— Senior Program Committee.
• IROS 2024— Associate Editor.

Roberto Capobianco — Curriculum Vitae Page 7

https://xai4drl.github.io/
https://xai4debugging.github.io/


Program Committees

• Recurring PC member recurring 2018-present: NeurIPS, ICML, AAAI, IJCAI, ECAI, UAI,
AISTATS, AAMAS, RLC.

• Recurring PC member recurring 2018-present: ICRA, IROS, CoRL, RO-MAN, ICDL, ECMR.
• Recurring PC member recurring 2021-present: XAI.it (Italian Workshop on Explainable AI,
AI*IA).

Editorial Boards

• Topic Editor— Frontiers in Artificial Intelligence, 2022-2023.Co-edited the Research Topic "Ethical
Design of Artificial Intelligence-based Systems for Decision Making" (editorial published in
Frontiers in Artificial Intelligence vol.~6, 2023).

Journal Reviewing

Journal of Artificial Intelligence Research (JAIR); IEEE Robotics and Automation Letters (RA-
L); Robotics and Autonomous Systems (RAS); Neurocomputing (Elsevier); IEEE Transactions
on Cognitive and Developmental Systems (TCDS); IEEE Transactions on Artificial Intelligence
(TAI); Machine Learning (Springer); Software Quality Journal (Springer); Frontiers in Artificial
Intelligence.

Memberships

• KRL (Knowledge, Reasoning and Learning) Research Group— Founder and Lead, 2020-
present.

• Cognitive Cooperative Robots (Ro.Co.Co.) Laboratory —Member, 2014-present.
• LAIRLab (Learning, Artificial Intelligence, and Robotics Laboratory, CMU)—Affiliated

researcher, 2015-2016.

INVITED TALKS AND KEYNOTES

• 2022 — Keynote Speaker.Outracing Champion Gran Turismo Drivers with Deep Reinforcement
Learning. Swiss Conference on Data Science (SDS), Lucerne, Switzerland.

• 2022 — Lecturer.Deep Reinforcement Learning. PhD School on Artificial Intelligence for Urban
Air Mobility (AI4UAM), Rome, Italy.

• 2017 — Lecturer.Robot Learning and Reinforcement Learning. 4th Lucia PhD School on Artificial
Intelligence and Robotics, Lisbon, Portugal.

• 2018 — Presenter.International Conference on Autonomous Agents and Multiagent Systems
(AAMAS), Stockholm, Sweden.

• 2016 — Presenter.IEEE-RAS International Conference on Humanoid Robots, Cancun, Mexico.
• 2016 — Presenter.15th International Symposium on Experimental Robotics (ISER), Tokyo,
Japan.

• 2016 — AAAI Robotics Fellow Presenter.AAAI 2016 Workshop on Symbiotic Cognitive
Systems, Phoenix, AZ, USA.

• 2015 — Invited Speaker.Digital Signal Processing Day, Mexico City, Mexico.
• 2015 — Invited Speaker.RoCKIn Workshop, Mexico City, Mexico.
• 2014 — Presenter.AI*IA Doctoral Consortium 2014 — XIII AI*IA Symposium, Pisa, Italy.
• 2014 — Presenter.13th International Conference on Intelligent Autonomous Systems (IAS-13),

Padua, Italy.

TEACHING
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Though formally external to Sapienza, the candidate contributes to the department’s research and
teaching: the High-Qualification Expert Professor appointment and membership on the Doctoral
Board of Computer Engineering (since 2021) give the teaching and supervision below their
continuity— the Reinforcement LearningM.Sc. course has been taught every year since 2018-2019,
and Ph.D. supervision has been continuous across the same span.
Aggregate impact (Sapienza verbalisation system). Across 2018-2019 to 2025-2026, the candidate
has signed 505 verbalised exams — 89% verbalisation-level pass rate (451 promossi · 7 bocciati ·
47 assenti · 0 rinunce; the share of passes among actual exam attempts is 98%) — across three
distinct degree programmes M.Sc. Artificial Intelligence and Robotics (LM-32, English), B.Eng.
in Computer Engineering, Ph.D. in Computer Engineering.

University Courses

A.Y. Sem. Course / Programme Role

2025-2026 Fall Reinforcement Learning — 6 CFU
M.Sc. Artificial Intelligence and Robotics (LM-32, English)

Professor (sole instructor)

2024-2025 Fall Reinforcement Learning — 6 CFU
M.Sc. Artificial Intelligence and Robotics (LM-32, English)

Professor (sole instructor)

2023-2024 Fall Reinforcement Learning — 6 CFU
M.Sc. Artificial Intelligence and Robotics (LM-32, English)

Professor (sole instructor)

2023-2024 Spring Seminars in Artificial Intelligence and Robotics — 3 CFU
M.Sc. Artificial Intelligence and Robotics (LM-32, English)

Professor (course coordinator)

2022-2023 Fall Reinforcement Learning — 6 CFU
M.Sc. Artificial Intelligence and Robotics (LM-32, English)

Professor (sole instructor)

2022-2023 Spring Seminars in Artificial Intelligence and Robotics — 3 CFU
M.Sc. Artificial Intelligence and Robotics (LM-32, English)

Professor (course coordinator)

2021-2022 Spring Seminars in Artificial Intelligence — 6 CFU
M.Sc. Artificial Intelligence and Robotics (LM-32, English)

Professor (sole instructor)

2020-2021 Fall Machine Learning — Probabilistic Reasoning & RL —
3 CFU
M.Sc. Artificial Intelligence and Robotics (LM-32, English)

Module instructor (3 of 6 CFU)

2019-2020 Spring Seminars in Artificial Intelligence — 6 CFU
M.Sc. Artificial Intelligence and Robotics (LM-32, English)

Professor (sole instructor)

2019-2020 Fall Machine Learning — Probabilistic Reasoning & RL —
3 CFU
M.Sc. Artificial Intelligence and Robotics (LM-32, English)

Module instructor (3 of 6 CFU)

2018-2019 Fall Machine Learning — Probabilistic Reasoning & RL —
3 CFU
M.Sc. Artificial Intelligence and Robotics (LM-32, English)

Module instructor (3 of 6 CFU)

2018-2019 Spring Artificial Intelligence and Computer Vision Lab.
B.Eng. in Computer Engineering

Professor (lab instructor)

2014-2015 Spring Artificial Intelligence II
M.Sc. Engineering in Computer Science

Teaching Assistant

2014-2015 Fall Robot Programming
M.Sc. Artificial Intelligence and Robotics

Teaching Assistant

2013-2014 Spring Artificial Intelligence II
M.Sc. Engineering in Computer Science

Teaching Assistant

2013-2014 Spring Seminars on Artificial Intelligence and Robotics
M.Sc. Artificial Intelligence and Robotics

Tutor

Roberto Capobianco — Curriculum Vitae Page 9



Doctoral Courses and PhD Schools

• Hybrid Neurosymbolic Techniques for Non-Markovian Reinforcement Learning — Ph.D.
in Computer Engineering, Sapienza University of Rome. 2025 – present. Co-taught with Prof.
Elena Umili, Prof. Giuseppe De Giacomo, Prof. Fabio Patrizi, Prof. Luca Iocchi. New doctoral
course launched in 2025 as the natural evolution of the previous "Advanced Topics in Reinforcement
Learning" line.

• Advanced Topics in Reinforcement Learning — Ph.D. in Computer Engineering, Sapienza
University of Rome. 2021 – 2024. Recurring Ph.D. course delivered every year between 2021 and
2024.

• An Introduction to Reinforcement Learning — Ph.D. in Information Engineering, University
of Brescia. 2019. Co-taught with Prof. Luca Iocchi.

• Deep Reinforcement Learning — PhD School on Artificial Intelligence for Urban Air Mobility
(AI4UAM), Rome, Italy. 2022.

• Artificial Intelligence and Robotics— 4th Lucia PhD School, Lisbon, Portugal. 2017.

Doctoral Board Membership

• Member of the Doctoral Board — Ph.D. in Computer Engineering, Sapienza University of
Rome, 2021 – present.

SUPERVISION OF STUDENTS

Doctoral Students

8 Ph.D. students supervised — four already graduated, three of which with honors (Biagio La Rosa, Alessio Ragno,
Michela Proietti); plus additional co-supervisions with senior Sapienza faculty.

Biagio La Rosa — Primary advisor, 2019 – 2024.
Thesis: Explaining Deep Neural Networks by Leveraging Intrinsic Methods.
Honors: Top 5% Sapienza dissertations (graduated with honors).
Topic: Self-interpretable deep neural networks; component-level XAI.
Current: Postdoctoral Researcher, University of California, Santa Cruz.
Joint publications: 8 —Machine Learning 2024, IEEE TAI 2024, Applied Intelligence 2023, . . . .

Alessio Ragno — Primary advisor, 2021 – 2025-01.
Thesis: Topology-based Explanations for Neural Networks.
Honors: Cum laude — Top 5% Italian National PhD in AI.
Topic: Model-specific XAI; topology-driven concept learning.
Current: Associate Professor, EPITA (Lyon).
Joint publications: 12— ICML 2026, ICML 2026, AAAI 2026, . . . .

Michela Proietti — Primary advisor, 2022 – 2025-09.
Thesis: XAI-Guided Continual Learning.
Honors: Graduated with honors.
Topic: Explainable AI for catastrophic forgetting in continual learning; computational neuroscience.
Current: Postdoctoral Researcher, Max Planck Institute for Software Systems.
Joint publications: 7 — ICML 2026, AAAI 2026,WIREs DMKD, 15(4):e70046, . . . .
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Giulia Ciabatti — Primary advisor, 2021 – present.
Topic: Deep RL and transfer learning for autonomous planetary landing (collaboration with NASA JPL).
Joint publications: 3 — Springer book ch. 2023, ASCEND 2021, CVPR-W 2021.
Continued from M.Sc. thesis (2021); CVPR-W 2021 first-author.

Andrea Fanti — Primary advisor, 2022 – present.
Topic: Multi-agent reinforcement learning; hard-exploration environments; neuro-symbolic RL.
Joint publications: 2 — RLC 2026, AAPEI 2024.
Continued from M.Sc. thesis (2022) under the candidate’s supervision; co-author of RLC 2026.

Federico Di Valerio — Primary advisor, 2024 – present.
Topic: Continual interpretable reinforcement learning; explainable AI.
Joint publications: 3 — ICML 2026, AAAI 2026, EXPLIMED 2024.
Continued from M.Sc. thesis (2024) under the candidate’s supervision; first-author at AAAI 2026.

Jim Martin Catacora Ocaña — Co-advisor (with Prof. Daniele Nardi), 2018 – 2022.
Thesis: Deep Reinforcement Learning in Sparse-Reward Domains.
Topic: Sparse-reward RL benchmarking and exploration.
Joint publications: 3 — JAIR 2023, AIxIA 2021, AAMAS 2019.

Elena Umili — Co-advisor (with Prof. Giuseppe De Giacomo), 2020 – 2023.
Thesis: Discovering Logical Knowledge in Non-Symbolic Domains.
Topic: Neuro-symbolic reinforcement learning; LTLf grounding.
Current: Assistant Professor, Sapienza University of Rome.
Joint publications: 7 — RLC 2026, ECAI 2024, ECAI 2024, . . . .

Industry Research Interns

• Catherine Weaver —UC Berkeley (PhD intern).2023-2024. Joint output: ACC 2024.
• Edoardo Palladin — ETH Zürich.Sony AI research internship completed.
• Alberto Giammarino — ETH Zürich / Politecnico di Milano.Sony AI research internship

completed.

M.Sc. Theses

30 Master’s theses supervised (Sapienza M.Sc. Artificial Intelligence and Robotics, LM-32).
Theses that produced a peer-reviewed publication or that progressed to a Ph.D. under the
candidate’s supervision are flagged in the rightmost column.

Year Student Outcome / Notes

2026 Gabriel Pamfil
2025 Simone Palumbo
2025 Davide Pintus
2025 Matteo Pannacci First-author at RLC 2026.
2025 Maria Emilia Russo Continued as research collaborator; first-author

at ICML 2026.
2025 Andrea Marzo Continued as research collaborator; first-author

at ICML 2026.
2025 Gabriele Giuseppe Di Marzo
2024 Nicolò Dentale
2024 Lorenzo Pantè Continued as research collaborator within KRL.
2024 Isabella Claire Adriani
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Year Student Outcome / Notes

2024 Federico Di Valerio Continued under my supervision as Ph.D.
(ongoing); first-author onAAAI 2026 paper "CIP-
Net" (see publications).

2024 Alessia Borghini
2023 Caterina Borzillo Thesis published at the 4th Italian Workshop on

XAI.
2022 Alessio Parmeggiani
2022 Mattia Galli
2022 Andrea Fanti Continued under my supervision as Ph.D.

(ongoing).
2022 Michela Proietti Continued under my supervision as Ph.D.

(graduated 2025).
2021 David Esteban Imbajoa Ruiz
2021 Giulia Castro
2021 Roberto Aureli Previously B.Sc. supervisee.
2021 Riccardo Caprari
2021 Roberto Gallotta Thesis published at AIxIA 2021.
2021 Giulia Ciabatti Thesis published at CVPR Workshops 2021

(collab with NASA JPL). Continued under my
supervision as Ph.D. (ongoing).

2021 Sayo Michael Makinwa Thesis published at AIxIA 2021.
2021 Dylan Savoia Previously B.Sc. supervisee. arXiv preprintswith

the group.
2021 Alessio Ragno Continued under my supervision as Ph.D.

(graduated 2025 cum laude).
2020 Andres Fernando Arciniegas Mejia
2020 Oluwatoyin Yetunde Sanni
2020 Luca Santilli
2020 Biagio La Rosa Continued under my supervision as Ph.D.

(graduated 2024 with honors).

B.Sc. Theses

26 Bachelor’s theses supervised (Sapienza B.Sc. Ingegneria Informatica e Automatica, L-270).
Three of these students continued intoM.Sc. (and one into Ph.D.) supervision under the candidate.

Year Student Outcome / Notes

2020 Pietro Moglioni
2020 Francesco Nesci
2019 Pietro Manganelli Conforti
2019 Simone Bartolini
2019 Edoardo Spinetti
2019 Luca Palenga
2019 Federica Coppa
2019 Gabriele Ursini
2019 Andrea Del Vecchio
2019 Francesco Ottaviani
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Year Student Outcome / Notes

2019 Paolo Tarantino
2019 Christian Marinoni
2019 Gianmarco Fioretti
2019 Francesco Zappia
2019 Francesco Montano
2019 Stefano Perrella
2019 Roberto Aureli Continued under my supervision for the M.Sc.

(2021).
2019 Marco Pennese
2019 Roberto Sorce
2019 Silviu Spac
2019 Dylan Savoia Continued under my supervision for the M.Sc.

(2021).
2019 Giulio Rago
2019 Alessio Ragno Continued under my supervision for both the

M.Sc. (2021) and Ph.D. (graduated 2025 cum
laude).

2018 Arianna Gavioli
2018 Fulvio Panetta
2018 Luca Sannino

COMPLETE LIST OF PUBLICATIONS

Peer-reviewed publications only; arXiv-only preprints intentionally omitted.

2026

1. Matteo Pannacci, Andrea Fanti, Elena Umili, Roberto Capobianco. Grounding LTL Tasks in
Sub-Symbolic RL Environments for Zero-Shot Generalization. Reinforcement Learning Conference
(RLC), 2026.

2. Michela Proietti, Roberto Capobianco, Mariya Toneva. Fine-grained Analysis of Brain-LLM
Alignment through Input Attribution. Proceedings of the 43rd International Conference on
Machine Learning (ICML), 2026.

3. AndreaMarzo, Alessio Ragno,Roberto Capobianco. This State Looks Like That: Self-Interpretable
Reinforcement Learning Agents using Prototype Soft Actor-Critic. Proceedings of the 43rd
International Conference on Machine Learning (ICML), 2026.

4. Maria Emilia Russo, Federico Di Valerio, Alessia Borghini, Alessio Ragno, Roberto
Capobianco. PPI Candidate Ranking: Large-Scale Evaluation of a Domain Knowledge–Guided
Pipeline. Proceedings of the 43rd International Conference on Machine Learning (ICML),
2026.

5. Federico Di Valerio, Michela Proietti, Alessio Ragno, Roberto Capobianco. CIP-Net: Continual
Interpretable Prototype-based Network. Proceedings of the 40th AAAI Conference on Artificial
Intelligence, 2026.

2025

1. Michela Proietti, Alessio Ragno, Roberto Capobianco. XAI-Guided Continual Learning:
Rationale, Methods, and Future Directions. WIREs Data Mining and Knowledge Discovery,
2025.
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2. Michela Proietti, Peter R.Wurman, Peter Stone,RobertoCapobianco. ProtoCRL: Prototype-based
Network for Continual Reinforcement Learning. Reinforcement Learning Conference (RLC), 2025.

3. Michela Proietti, Roberto Capobianco, Mariya Toneva. Intermediate Layers of LLMs Align
Best With the Brain by Balancing Short- and Long-Range Information. 8th Annual Conference on
Cognitive Computational Neuroscience (CCN), 2025.

4. Alessio Ragno, Roberto Capobianco. IMPO: Interpretable Memory-based Prototypical Pooling.
Proceedings of the 18th ACM International Conference on Web Search and Data Mining
(WSDM), pp. 625-632, 2025.

2024

1. Michela Proietti, Alessio Ragno, Biagio La Rosa, Rino Ragno,Roberto Capobianco. Explainable
AI in drug discovery: self-interpretable graph neural network for molecular property prediction using
concept whitening. Machine Learning, vol. 113, no. 4, pp. 2013–2044, 2024.

2. Alessio Ragno, Biagio La Rosa, Roberto Capobianco. Prototype-Based Interpretable Graph Neural
Networks. IEEE Transactions on Artificial Intelligence, vol. 5, no. 4, pp. 1486–1495, 2024.

3. Catherine Weaver, Roberto Capobianco, Peter R. Wurman, Peter Stone, Masayoshi Tomizuka.
Real-Time Trajectory Generation via Dynamic Movement Primitives for Autonomous Racing.
American Control Conference (ACC), pp. 352-359, 2024.

4. Alessio Ragno, Marc Plantevit, Céline Robardet, Roberto Capobianco. Transparent Explainable
Logic Layers. 27th European Conference on Artificial Intelligence (ECAI), pp. 914-921, 2024.

5. Elena Umili, Roberto Capobianco. DeepDFA: Automata Learning through Neural Probabilistic
Relaxations. 27th European Conference on Artificial Intelligence (ECAI), pp. 1051-1058, 2024.

6. Elena Umili, Francesco Argenziano, Roberto Capobianco. Neural Reward Machines. 27th
European Conference on Artificial Intelligence (ECAI), pp. 3055-3062, 2024.

7. Alessia Borghini, Federico Di Valerio, Alessio Ragno, Roberto Capobianco. Identifying
Candidates for Protein-Protein Interaction: A Focus on NKp46’s Ligands. 1st Workshop on
Explainable AI for the Medical Domain (EXPLIMED), 2024.

8. Andrea Fanti, Elena Umili, Roberto Capobianco. Transfer Learning between non-Markovian
RL Tasks through Semantic Representations of Temporal States. 1st International Workshop on
Adjustable Autonomy and Physical Embodied Intelligence (AAPEI @ ECAI), Santiago, 2024.

2023

1. Biagio La Rosa, Roberto Capobianco, Daniele Nardi. A self-interpretable module for deep image
classification on small data. Applied Intelligence, vol. 53, no. 8, pp. 9115–9147, 2023.

2. Biagio La Rosa, Graziano Blasilli, Romain Bourqui, David Auber, Giuseppe Santucci, Roberto
Capobianco, Enrico Bertini, Romain Giot, Marco Angelini. State of the Art of Visual Analytics
for eXplainable Deep Learning. Computer Graphics Forum, vol. 42, no. 1, pp. 319–355, 2023.

3. Giulio Biondi, Stefano Cagnoni, Roberto Capobianco, Valentina Franzoni, Francesca A. Lisi,
Alfredo Milani, Jordi Vallverdú. Editorial: Ethical design of artificial intelligence-based systems for
decision making. Frontiers in Artificial Intelligence (FAI), vol. 6, 2023.

4. JimMartin CatacoraOcaña,Roberto Capobianco, DanieleNardi. AnOverview of Environmental
Features that Impact Deep Reinforcement Learning in Sparse-Reward Domains. Journal of Artificial
Intelligence Research, vol. 76, pp. 1181–1218, 2023.

5. Caterina Borzillo, Alessio Ragno,Roberto Capobianco. Understanding Deep RL Agent Decisions:
A Novel Interpretable Approach with Trainable Prototypes. 4th Italian Workshop on Explainable
Artificial Intelligence (XAI.it@AI*IA), 2023.

6. Elena Umili, Roberto Capobianco, Giuseppe De Giacomo. Grounding LTLf Specifications in
Image Sequences. 20th International Conference on Principles of Knowledge Representation
and Reasoning (KR), pp. 668-678, 2023.

7. Michela Proietti, Alessio Ragno, Roberto Capobianco. Memory Replay For Continual Learning
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With Spiking Neural Networks. 33rd IEEE International Workshop on Machine Learning for
Signal Processing (MLSP), pp. 1-6, 2023.

8. Elena Umili, Francesco Argenziano, Aymeric Barbin, Roberto Capobianco. Visual Reward
Machines. 17th International Workshop on Neural-Symbolic Learning and Reasoning (NeSy),
pp. 255-267, 2023.

9. Biagio La Rosa, Leilani Gilpin, Roberto Capobianco. Towards a Fuller Understanding of Neurons
with Clustered Compositional Explanations. Advances in Neural Information Processing Systems
36 (NeurIPS), 2023.

10. Giulia Ciabatti, Dario Spiller, Shreyansh Daftry, Roberto Capobianco, Fabio Curti. Deep
Reinforcement Learning for Pin-Point Autonomous Lunar Landing: Trajectory Recalculation for
Obstacle Avoidance. The Use of Artificial Intelligence for Space Applications, Springer, 978-3-
031-25755-1, 2023.

2022

1. Eleonora Proia, Alessio Ragno, Lorenzo Antonini, Manuela Sabatino, Milan Mladenovič,
Roberto Capobianco, Rino Ragno. Ligand-based and structure-based studies to develop predictive
models for SARS-CoV-2main protease inhibitors through the 3d-qsar.com portal. Journal of Computer-
Aided Molecular Design, vol. 36, no. 7, pp. 483–505, 2022.

2. Peter R. Wurman, Samuel Barrett, Kenta Kawamoto, James MacGlashan, Kaushik
Subramanian, Thomas J. Walsh, Roberto Capobianco, Alisa Devlic, Franziska Eckert, Florian
Fuchs, Leilani Gilpin, Piyush Khandelwal, Varun Kompella, HaoChih Lin, Patrick MacAlpine,
Declan Oller, Takuma Seno, Craig Sherstan, Michael D. Thomure, Houmehr Aghabozorgi,
Leon Barrett, Rory Douglas, Dion Whitehead, Peter Dürr, Peter Stone, Michael Spranger,
Hiroaki Kitano. Outracing Champion Gran Turismo Drivers with Deep Reinforcement Learning.
Nature, vol. 602, no. 7896, pp. 223–228, 2022.

3. Elena Umili, Roberto Capobianco, Giuseppe De Giacomo. Grounding LTLf Specifications in
Images. 16th International Workshop on Neural-Symbolic Learning and Reasoning (NeSy),
pp. 45-63, 2022.

2021

1. Roberto Capobianco, Varun Raj Kompella, James Ault, Guni Sharon, Stacy Jong, Spencer J.
Fox, Lauren Ancel Meyers, Peter R. Wurman, Peter Stone. Agent-Based Markov Modeling for
Improved COVID-19 Mitigation Policies. Journal of Artificial Intelligence Research, vol. 71, pp.
953–992, 2021.

2. Francesco Riccio, Roberto Capobianco, Daniele Nardi. LoOP: Iterative Learning for Optimistic
Planning on Robots. Robotics and Autonomous Systems, vol. 136, p. 103693, 2021.

3. Biagio La Rosa, Roberto Capobianco, Daniele Nardi. A Discussion about Explainable Inference
on Sequential Data via Memory-Tracking. AIxIA 2021 Discussion Papers, pp. 33-44, 2021.

4. Roberto Gallotta, Roberto Capobianco. Tafl-ES: Exploring Evolution Strategies for Asymmetrical
Board Games. AIxIA 2021 — Advances in Artificial Intelligence, pp. 46-58, 2021.

5. Jim Martin Catacora Ocaña, Roberto Capobianco, Daniele Nardi. Exploration-Intensive
Distractors: Two Environment Proposals and a Benchmarking. AIxIA 2021—Advances in Artificial
Intelligence, pp. 413-428, 2021.

6. Sayo M. Makinwa, Biagio La Rosa, Roberto Capobianco. Detection Accuracy for Evaluating
Compositional Explanations of Units. AIxIA 2021 — Advances in Artificial Intelligence, pp. 550-
563, 2021.

7. Guni Sharon, James Ault, Peter Stone, Varun Raj Kompella, Roberto Capobianco. Multiagent
Epidemiologic Inference through Realtime Contact Tracing. 20th International Conference on
Autonomous Agents and Multiagent Systems (AAMAS), pp. 1182-1190, 2021.

8. Giulia Ciabatti, Shreyansh Daftry, Roberto Capobianco. Learning Transferable Policies for
Autonomous Planetary Landing via Deep Reinforcement Learning. ASCEND 2021 (AIAA), 2021.
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9. Giulia Ciabatti, Shreyansh Daftry, Roberto Capobianco. Autonomous Planetary Landing via
Deep Reinforcement Learning and Transfer Learning. IEEE/CVF CVPRWorkshops (CVPR-W),
pp. 2031-2038, 2021.

2020

1. Varun Raj Kompella, Roberto Capobianco, Stacy Jong, Jonathan Browne, Spencer J. Fox,
Lauren Ancel Meyers, Peter R. Wurman, Peter Stone. Reinforcement Learning for Optimization of
COVID-19 Mitigation Policies. AAAI Fall Symposium on AI for Social Good (AAAI-FSS), 2020.

2. Francesco Riccio,Roberto Capobianco, DanieleNardi. GUESs: GenerativeModeling of Unknown
Environments and Spatial Abstraction for Robots. 19th International Conference on Autonomous
Agents and Multiagent Systems (AAMAS), pp. 1978-1980, 2020.

3. Biagio La Rosa, Roberto Capobianco, Daniele Nardi. Explainable Inference on Sequential Data
via Memory-Tracking. 29th International Joint Conference on Artificial Intelligence (IJCAI),
pp. 2006-2013, 2020.[12.6% acceptance]

2019

1. JimMartin Catacora Ocaña, Francesco Riccio,Roberto Capobianco, Daniele Nardi. Cooperative
Multi-Agent Deep Reinforcement Learning in Soccer Domains. 18th International Conference on
Autonomous Agents and Multiagent Systems (AAMAS), pp. 1865-1867, 2019.

2018

1. Roberto Capobianco, Francesco Riccio, Daniele Nardi. Hi-Val: Iterative Learning of Hierarchical
Value Functions for Policy Generation. Intelligent Autonomous Systems 15 (IAS-15), 2018.

2. Maria Teresa Lazaro, Roberto Capobianco, Giorgio Grisetti. Efficient Long-Term Mapping in
Dynamic Environments. IEEE/RSJ International Conference on Intelligent Robots and Systems
(IROS), 2018.

3. Francesco Riccio, Roberto Capobianco, Daniele Nardi. Q-CP: Learning Action Values for
Cooperative Planning. IEEE International Conference on Robotics and Automation (ICRA),
2018.

4. Francesco Riccio, Roberto Capobianco, Daniele Nardi. DOP: Deep Optimistic Planning with
Approximate Value Function Evaluation. International Conference on Autonomous Agents and
Multiagent Systems (AAMAS), 2018.

2016

1. Guglielmo Gemignani, Roberto Capobianco, Emanuele Bastianelli, Domenico Bloisi, Luca
Iocchi, Daniele Nardi. Living with Robots: Interactive Environmental Knowledge Acquisition.
Robotics and Autonomous Systems, vol. 78, pp. 1–16, 2016.

2. Francesco Riccio, Roberto Capobianco, Daniele Nardi. Learning Human-Robot Handovers
through π-STAM: Policy Improvement with Spatio-Temporal Affordance Maps. IEEE-RAS
International Conference on Humanoid Robots (Humanoids), 2016.

3. Wen Sun, Roberto Capobianco, Geoff J. Gordon, James A. Bagnell, Byron Boots. Learning to
Smooth with Bidirectional Predictive State Inference Machines. 32nd Conference on Uncertainty in
Artificial Intelligence (UAI), 2016.

4. Arun Venkatraman, Roberto Capobianco, Lerrel Pinto, Martial Hebert, Daniele Nardi, James
A. Bagnell. Improved Learning of Dynamics Models for Control. 15th International Symposium
on Experimental Robotics (ISER), 2016.

2015

1. Roberto Capobianco, Jacopo Serafin, Johann Dichtl, Giorgio Grisetti, Luca Iocchi, Daniele
Nardi. A Proposal for Semantic Map Representation and Evaluation. European Conference on
Mobile Robots (ECMR), 2015.
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2014

1. Roberto Capobianco, Guglielmo Gemignani, Domenico Bloisi, Daniele Nardi, Luca Iocchi.
Automatic Extraction of Structural Representations of Environments. Intelligent Autonomous
Systems 13 (IAS-13), pp. 721-733, 2014.

2. Guglielmo Gemignani, Daniele Nardi, Domenico Bloisi, Roberto Capobianco, Luca Iocchi.
Interactive Semantic Mapping: Experimental Evaluation. 14th International Symposium on
Experimental Robotics (ISER), pp. 339-355, 2014.

2013

1. Emanuele Bastianelli, Domenico Bloisi, Roberto Capobianco, Fabrizio Cossu, Guglielmo
Gemignani, Luca Iocchi, Daniele Nardi. On-line Semantic Mapping. 16th International
Conference on Advanced Robotics (ICAR), 2013.

REFERENCES

• Prof. Daniele Nardi — Department of Computer, Control and Management Engineering,
Sapienza University of Rome.
Via Ariosto 25, 00185 Rome, Italy · nardi@diag.uniroma1.it. Ph.D. advisor.

• Prof. J. Andrew (Drew) Bagnell—Robotics Institute, Carnegie Mellon University.
5000 Forbes Avenue, Pittsburgh, PA 15213, USA · dbagnell@ri.cmu.edu. Visiting Research Scholar host.

• Prof. Giorgio Grisetti—Department of Computer, Control and Management Engineering,
Sapienza University of Rome.
Via Ariosto 25, 00185 Rome, Italy · grisetti@diag.uniroma1.it. Long-term collaborator.

• Prof. Peter Stone—Department of Computer Science · Sony AI Chief Scientist, The University
of Texas at Austin.
2317 Speedway, Austin, TX 78712, USA · pstone@cs.utexas.edu.
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